GramVarKit: A Rule-Driven Toolkit Generator for Exploring
Al-Oriented Grammar Variants

Cenyuan Zhang Zhensu Sun Dangfeng Pan
Monash University Singapore Management University Monash University
Australia Singapore Australia

cenyuan.zhang@monash.edu

David Lo
Singapore Management University
Singapore

davidlo@smu.edu.sg
Abstract

Al-oriented grammar is a recently proposed concept aimed at en-
hancing the productivity of Large Language Models in processing
source code. By redesigning programming language grammars to
better suit LLMs, such grammars can enhance LLM performance
from multiple aspects. For example, a recent paper improves token
efficiency by representing programs with fewer tokens, thereby
reducing the cost for LLMs to understand or generate source code.
Although this research field holds substantial potential for future
exploration, working with Al-oriented grammars necessitates not
only grammar design but also a sophisticated toolkit for parsing
and transforming code between the Al-oriented grammar and its
original form. Implementing such a toolkit involves considerable
effort, making it a barrier for future research. To address this, we
implement GramVarKit, an open-source tool that automatically
generates the toolkit for Al-oriented grammars using only a config-
uration file that describes the differences between two grammars.
It provides a unified platform, enabling researchers to focus on ad-
vancing the design and application of Al-oriented grammars rather
than the complexities of toolkit implementation.
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1 Introduction

Large Language Models (LLMs) [3, 6] and coding agents [1, 9] have
demonstrated remarkable capabilities on code-related tasks and
have become important producers and consumers of programs.
However, current high-level programming languages are primar-
ily designed for human developers and machine execution, and
may not align well with how LLMs process and generate code.
Human-centric features such as punctuation, indentation, and ex-
plicit delimiters help developers recognize program structure but
may unnecessarily increase sequence length for LLMs, leading to
higher computational costs and latency during inference.

This mismatch motivates the concept of Al-oriented grammar
proposed by [10]. Al-oriented grammar seeks to derive variants of
existing programming languages by redesigning their grammar to
better suit LLMs while preserving their semantic equivalence. To
demonstrate this concept, the authors developed SimPy, a simplified
Python grammar, as a proof-of-concept. Their results show that
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SimPy can reduce token counts by 8.6% to 34.7%, thereby saving
LLMs’ computational cost during inference by a similar level[8].

Although SimPy demonstrates the feasibility of Al-oriented
grammar, it represents only one manually crafted instance in the
large design space and leaves many research questions unexplored.
For instance, the impact of different grammatical elements on LLMs
remains unclear, as does which forms of grammar are more com-
prehensible to models. Systematically investigating these questions
requires a principled way to construct and compare diverse gram-
mar variants. Since a grammar is essentially a set of production
rules specifying all valid strings in a formal language, variants of
an existing language can be obtained by applying grammar-aware
edits to selected production rules while preserving the fundamental
semantics. By composing different edits, researchers can derive a
wide range of grammar variants and systematically evaluate how
each design choice contributes to LLM performance.

However, exploring this design space at scale requires more than
designing the grammars themselves. Each variant must be sup-
ported by bidirectional conversion between the original and the
derived grammar. The forward direction, converting existing code
into the derived syntax, is needed to construct datasets for evalua-
tion or training. The backward direction, converting the derived
syntax back to the original, serves two purposes: it helps identify
grammar variants that are ambiguous or fail to preserve semantics,
and it additionally supports the practical use of the new grammar,
where human developers review and maintain ordinary source
code while coding agents operate on the Al-oriented representa-
tion. Manually building such bidirectional tooling for every variant
makes systematic exploration costly, repetitive, and error-prone.

A natural question is how such bidirectional tooling can be au-
tomatically built. Naive text-level replacement is insufficient: the
same surface notation may appear in different grammar contexts
and serve different syntactic functions, so transformations must be
aware of the parse tree. Existing tools fall short of this need. Struc-
tural rewriting tools such as ast-grep [2] and Comby [5] support
syntax-aware or template-based search and replacement within
an existing language, but they do not derive a new grammar from
production-rule edits, generate a parser for the derived grammar,
or automatically maintain bidirectional converters. GrammarOpti-
mizer [12] operates on grammar specifications without supporting
the rewriting of existing code, and TAHR [4] is not tailored to
rapidly exploring closely related variants derived from local edits


https://orcid.org/0009-0009-2304-8932
https://orcid.org/0009-0004-1958-4314

Internetware 2026, July 18-20, 2026, Gold Coast, Australia

Original
59 Original Parsg Tree égOri.—to-New
Parser Unparser
N Original n - New
1 1
Code Code
New-to-Ori. New
5 New &

Unparser

P
Parse Tree arset

Figure 1: Tools required for the seamless transformation
between standard programming language code and new code
in Al-oriented grammar.The original parser, shown in blue,
is reusable, while the derived parser and the two unparsers,

shown in green, are variant-specific components.
on an existing grammar. These limitations motivate a bidirectional

parser-unparser architecture.

Figure 1 illustrates the bidirectional parser-unparser workflow
for converting between the original and derived grammars. Here,
a parser denotes a component that maps code to a parse tree and
unparser denotes a component that reconstructs code from a parse
tree. Supporting bidirectional conversion for each grammar variant
therefore requires two parsers and two unparsers. While the origi-
nal parser can often be reused from existing parser generators such
as tree-sitter [11], the remaining components are variant-specific
and costly to implement manually.

To fill this gap, we propose GramVarKit, a tree-sitter-based
toolkit generator for Al-oriented grammar variants. GramVarKit
targets variants that preserve the original AST structure, where
syntax changes can be expressed as local node mappings over the
parse tree. This design choice allows grammar transformation to be
specified through a user-defined configuration, isolating the imple-
mentation as an automated and stable generation process from the
specification. Users describe edits to selected production rules in a
configuration file, from which GramVarKit automatically generates
the derived grammar file and the two direction-specific unparsers.
In this work, we instantiate GramVarKit for Python and Java.

To demonstrate GramVarKit in action, we take SimPy [10] as an
example and generate its toolkit using GramVarKit. We evaluate the
generated toolkit on two datasets, CodeSearchNet [7] and The Stack
v2 [6]. The results confirm that the toolkit correctly transforms
Python code into the SimPy syntax specified by the configuration
file and converts it back to Python without loss of semantics. This
demonstrates that GramVarKit can faithfully instantiate a given
grammar-variant design from configuration rules.

2 The GramVarKit Tool

2.1 Overview

Figure 2 presents the system structure and workflow of Gram-
VarKit. The tool takes a user-defined configuration file as input and
generates the variant-specific components of a toolkit for a target
Al-oriented grammar, while reusing shared components associated
with the original language.

2.2 Supported Grammar Modifications

The syntax of a programming language can be defined using a set
of production rules. Each production rule takes the form A — «,
where A is a non-terminal symbol, referred to as the head of the
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Figure 2: An overview of GramVarKit.

rule, and « is the body of the rule, consisting of an ordered sequence
of terminal and non-terminal symbols. For example, the Python
if_statement rule in tree-sitter can be written as:

1 if_statement: $ => seq(
"if', field('condition', $.expression),
':', field('consequence', $._suite),
repeat(field('alternative', $.elif_clause)),
optional(field('alternative', $.else_clause))

© )

GramVarKit targets Al-oriented grammar variants that preserve
the AST structure of the original language. Under this scope, the
derived grammar keeps the same parent-child organization of exist-
ing nonterminal structures: non-terminals are not split, merged, or
structurally reorganized. In terms of production rules, this means
that modifications are applied to terminal symbols in selected frag-
ments of production bodies. We refer to these modifications as
local edits: they replace, delete, or insert symbols within such frag-
ments. For instance, in the if_statement production, a supported
modification may replace the keyword ’if’ or delete the delim-
iter ’ : ’. Multiple local edits may be applied to different fragments
of the same production rule, and edits across multiple production
rules together define the complete variant. This allows a grammar
variant to be specified as a collection of production-body edits en-
coded in a configuration file. For modifications that fall outside
the built-in local edits, GramVarKit provides an extension point
through user-defined grammar modifications. For example, rewrit-
ing an elif_clause as a nested else_clause containing another
if_statement is not a local edit as it reorganizes non-terminal
structures.

2.3 Configuration File

The configuration file is the user-facing abstraction for specifying
the local edits described in §2.2. It follows a JSON format and is
centered on a list of transformation rules.

Each rule is associated with one production rule through the
prod_rule attribute and describes how a fragment of its body is
changed. The attributes original and new specify the corresponding
fragments before and after the transformation, each represented as
a contiguous ordered sequence of symbols.

Listing 1 shows an example transformation rule for the Python
if_statement production introduced above. It rewrites the prefix
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ending at the consequence field, while the remaining elif_clauses
and optional else_clause are omitted because they are unchanged.

Listing 1: A configuration file with an example transforma-
tion rule.

1 L., {

2 "prod_rule": "if_statement",

3 "original": [

4 {"type": "if"},

5 {"field": "condition", "anchor": true},

6 N

7 {"field": "consequence", "anchor": true}],
8 "new": [

9 {"type": "<if_stmt>"},

10 {"field": "condition", "anchor": true},

1 {"field": "consequence", "anchor": true}]

2}, ..

Symbols in original and new may be identified either by tree-
sitter node type, or by tree-sitter’s named child field, which captures
the symbol’s semantic role within the production.

Symbols that appear only in original or only in new are inter-
preted as the parts changed by the transformation, corresponding
to deletion, insertion, or replacement. An anchor is a preserved
symbol marked in both original and new, indicating that the two
occurrences correspond to the same symbol before and after the
transformation. Anchors provide reference points between original
and new fragments. By comparing the regions before, between, and
after anchors, GramVarKit infers the intended edits.

2.4 Configuration Parser

The configuration file is processed by a configuration parser, which
produces two outputs: an updated grammar specification that is
passed to tree-sitter for generating the parser of the new grammar,
and two sets of conversion rules that are later consumed by the
unparser generator (§2.5), one set for each direction.

A transformation rule in the configuration file is declarative: it
specifies how two grammar fragments correspond to each other,
leaving the underlying edits implicit. A conversion rule, in contrast,
is operational: it specifies when and how a concrete edit should be
applied during grammar updating or unparsing. This separation
allows users to describe most grammar variants at the level of
production-body fragments, while GramVarKit compiles them into
the lower-level rules required by the implementation.

Each conversion rule contains a condition and an action. The
condition describes the parse-tree context in which an edit should
be applied, such as the parent node type, current node type or
field, and neighboring siblings. It ensures that an edit is triggered
only at the intended occurrence, which is necessary because the
same surface symbol may appear in different grammar contexts.
The action specifies the edit to be performed—insertion, deletion,
replacement, or invoking a user-defined conversion function (§2.5).
Optional content and params attributes carry the data needed by
the action, such as the inserted text or the keyword arguments
passed to a user-defined function.

Listing 2: Ori-to-new conversion rules derived from Listing 1.
[{"condition": {

1

2 "parent_type": "if_statement", "type": "if",
3 "next_sibling_field": "condition"},

4 "action": "replace", "content": "<if_stmt>"},
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{"condition": {
"parent_type": "if_statement", "type":
"prev_sibling_field": "condition",
"next_sibling_field": "consequence"},
"action": "delete"}]

© ® w9 o w

Listing 2 shows the two ori-to-new conversion rules derived
from the transformation rule in Listing 1. Here, the anchor informa-
tion is compiled into contextual constraints in the condition field,
ensuring that the replacement and deletion apply only at the in-
tended positions. The new-to-ori rule set is derived analogously
by swapping the roles of the original and new fragments, although
the resulting conversion rules are not necessarily in one-to-one
correspondence.

The conversion rules are also used to derive the updated gram-
mar specification. For each transformation rule, the configuration
parser locates the corresponding production in the source-language
grammar and applies the ori-to-new edits to its body. The resulting
grammar specification is passed to tree-sitter to generate a parser
for the target grammar variant.

2.5 Unparser Generator

The unparser generator produces, for each grammar variant, an ori-
to-new unparser and a new-to-ori unparser by specializing a shared
base unparser, a language-specific component that reconstructs
source code from a parse tree of the source language. The base
unparser handles language-level concerns. For example, Python
requires special handling of indentation, newlines, and block struc-
ture, whereas Java relies on braces and semicolons to delimit blocks
and statements. This design separates language-specific unparsing
from variant-specific grammar transformation. Supporting a new
language mainly requires a tree-sitter grammar and a base unparser
for that language. Once this base component is available, multiple
variants of the same language can be instantiated mostly through
configuration files.

2.5.1 Ori-to-new unparser. For ori-to-new conversion, GramVarKit
first parses the input program with the original parser of the source
language. The unparser then traverses the resulting parse tree
and, at each node, checks whether any ori-to-new conversion rule
matches the node and its context. When a rule is triggered, its
action modifies the emitted code fragment by inserting, replacing,
or deleting text.

Most local syntax changes are handled by these built-in edit
actions, while transformations that cannot be expressed as local
edits are supported through user-defined conversion functions,
which are invoked during unparsing with the signature

func(self: Unparser, node: Node, x*kwargs) -> None

where self is the unparser instance, node is the current tree-sitter
node, and the remaining keyword arguments are supplied by the
params attribute of the conversion rule.

2.5.2  New-to-ori unparser. For new-to-ori conversion, GramVarKit
first parses the input program with the generated parser for the tar-
get grammar. Because the resulting parse tree may contain target-
specific tokens or omit tokens required by the original syntax,
GramVarKit wraps it in an intermediate representation, the wrap-
per, before unparsing. The wrapper applies new-to-ori conversion
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Table 1: Parse tree consistency and average time consumption
on two datasets.

Language Dataset Consistency Time per
conversion
Python CodeSearchNet 100% 6ms
the Stack v2 100% 35ms
Java CodeSearchNet 100% 3ms
the Stack v2 100% 17ms

rules to adjust the tree structure—inserting omitted tokens, delet-
ing target-specific tokens, or replacing nodes with their source-
language counterparts—without altering the original tree-sitter
nodes before rendering with the base unparser.

User-defined conversion functions are also supported in this
direction, for tree adjustments that go beyond built-in edit actions.
A custom function in this case takes the form

func(self: Wrapper, index: int, *xkwargs) -> int

where self is the wrapper and index is the position of the child
node to be transformed. The return value indicates the position from
which the wrapper should continue processing after the function
completes.

3 Validation

To validate that GramVarKit can instantiate an Al-oriented gram-
mar variant from a configuration file, we use SimPy[10] as a case
study, encode its design in a configuration file, and use Gram-
VarKit to generate the corresponding grammar, parser, and two
unparsers. The resulting SimPy specification is expressed primarily
through declarative grammar-edit rules, with only a small number
of direction-specific rules and user-defined conversion functions.

We evaluate the generated toolkit on two Python corpora: the
Python subset of CodeSearchNet and a subset of the Stack v2 dataset
consisting of Python files from repositories with over 5000 GitHub
stars and file sizes below 32KB. Each sample is converted from
Python to SimPy and back to Python using the original parser,
the generated target parser, and the two generated unparsers. We
then compare the original and reconstructed parse trees, ignor-
ing comments, line-continuation markers, and a small set of op-
tional brackets, to measure structural consistency rather than exact
surface-form identity. The implementation and SimPy configura-
tion are available at https://github.com/zhangcen456/GramVarKit.

Table 1 reports the parse-tree consistency rate and the average
time for one round-trip conversion measured with multiprocessing
using 16 workers. For all evaluated examples whose original code
could be parsed by the tree-sitter Python parser without error
nodes, the reconstructed code retained structural consistency after
round-trip conversion. These results show that GramVarKit can
successfully instantiate the SimPy variant from configuration rules
and preserve the syntactic information needed to reconstruct the
original Python code.

We also conduct a Java validation using the same setup, providing
additional evidence that GramVarKit extends beyond Python.
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4 Conclusion and Future Work

This paper introduced GramVarKit, a tree-sitter-based toolkit gen-
erator for Al-oriented grammar variants derived from existing pro-
gramming languages. For variants that preserve the original AST
structure and can be described through localized grammar edits,
GramVarKit compiles configuration-level transformation rules into
the derived grammar and the corresponding bidirectional conver-
sion toolchain, thereby significantly reducing the amount of manual
efforts. Using SimPy as a case study, we showed that GramVarKit
can instantiate a concrete grammar variant from configuration rules
and preserve the syntactic information needed to reconstruct the
original Python code through round-trip conversion.

Beyond reducing per-variant engineering cost, GramVarKit may
also support more systematic exploration of Al-oriented gram-
mar variant design. Different grammar variants can be instanti-
ated through different rule combinations, with their corresponding
toolkits generated automatically. This enables researchers to con-
vert existing code corpora and evaluate multiple grammar variants
under a common workflow. This may further provide a basis for
automated grammar-search or optimization techniques that gener-
ate, evaluate, and refine candidate variants according to objectives
such as efficiency, correctness, and model performance.
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